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Abstract. CERN experiments are preparing for the HL-LHC era, which will bring an
unprecedented volume of scientific data. These data will need to be stored and processed
by thousands of physicists, but expected resource growth is nowhere near the extrapolated
requirements of existing models, in terms of both storage volume and compute power.
Opportunistic CPU resources such as HPCs and university clusters can provide extra CPU
cycles, but there is no opportunistic storage. In this article, we will present the main
architectural ideas, deployment details, and test results, with emphasis on our research to build
a prototype of a distributed data processing and storage system with a focus on optimizing
the efficiency of resources by reducing overhead costs for accessing the data. The described
prototype was built using the geographically distributed WLCG sites and university clusters in
Russia.

1. Introduction
The need to review the LHC Run 1&2 computing models, and in particular the existing data
handling methods, including data storage organization, access patterns and data processing
pipelines, in connection with the growing needs of LHC experiments for the HL-LHC era, has
been mentioned by many authors. In our earlier papers [1, 2] the ideas behind the Data Lake
Prototype in Russia were expressed in detail. Here we will focus on a specific scenario of a
national Data Lake with a common namespace, providing storage for a set of relatively small
CPU-oriented sites alongside a large national research center with a reliable storage system
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(Fig. 1). Our goal is to optimize the computational effectiveness by using techniques like read
caching and write buffering, minimizing the CPU idle time during heavy data I/O operations.

Figure 1. Data Lake with CPU-oriented smaller site

2. Caching with xCache
The xCache tests have been conducted since 2018, both as part of our project and many others.
The effectiveness of xCache in various setups is shown in [3, 4]. But when applied to real-world
experiments, it turned out that as of mid-2021, xCache builds based on Xrootd 4 were suffering
from authorization issues. The authors of this project in 2019 circumvented this problem by
delivering additional plugin (LCMAPS) for user authorization and registering xCache server
certificates in the grid-mapfiles of storage servers (Fig. 2).

Figure 2. Authorization Scheme: Client → xCache (Xrootd 4) → dCache

But this approach suffers from two major problems:

• LCMAPS plugin is an abandoned third-party software;

• The use of grid-mapfile does not allow the creation of a universal system with authorization
via VOMS groups.

By the end of 2021 a stable release of Xrootd 5 came out, which included libXrdVoms library
for VOMS authorization, but proxy redirection (or delegation) was only implemented for Third
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Party Copy (TPC) scenario and did not work with xCache. As a result, the LCMAPS part was
removed from the scheme in Fig. 2, which nicely simplified the deployment, but the prospects
for improvement remained, and still we cannot recommend the current authorization scheme
(Fig. 3) for production deployments.

Figure 3. Authorization Scheme: Client → xCache (Xrootd 5) → dCache

In order to integrate a caching solution into the existing data processing systems, the
authorization scheme must follow the path on Fig. 4: the client proxy certificate with VOMS
extensions must be verified and delegated on the Computing Element (CE) side and then verified
and delegated again on the Cache server side, without losing the VOMS extensions. The resulting
proxy certificate must be accepted by the target Storage Element (SE) with proper user mapping
based on VOMS extensions.

Figure 4. Desired authorization scheme: Client → CE → Cache → SE

In real life, only the first two steps (client → CE → Cache) have been tested and proved to
work with Xrootd 5 based xCache. The importance of these tests will be explained later on.

3. Buffering with EOS
EOS [5], which is also based on the Xrootd 4, suffered from similar problems as those listed
in the previous section. Because of that during 2020 and first half or 2021 we had to avoid
VOMS-based authorization and used a grid-mapfile-based one . But the development of Xrootd
by the end of 2021 allowed us to fully utilize VOMS support in EOS, which was verified using
the simple client-server scheme shown in Fig. 5.

In this case, the authorization and subsequent authorization worked correctly, the user access
rights were determined by VOMS extensions. But the same test conducted from the worker node
behind the ARC CE unexpectedly failed. A valid proxy delegated by ARC CE and containing
all the necessary data, including the VOMS extensions was not properly parsed by EOS and its
VOMS extensions were not seen on the EOS side (Fig. 6).

In spite of the aforementioned problems with VOMS authorization, the use of the grid-
mapfile-based one, as in the case with xCache, allowed us to conduct basic tests to estimate the
efficiency and performance of the proposed scheme. The results of these first tests were reported
at EOS workshop 2021 [6]. Two payload types were evaluated:
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Figure 5. The simplest authorization scheme when using a buffer in EOS version 4.8.71

Figure 6. Failing authorization scheme Client → CE → EOS

(i) “Control” - a task was launched on the CE, the output of which was saved directly to the
remote SE;

(ii) “Test” - the same task was launched on the same CE, the output data were saved to the
local buffer with background staging to the remote SE.

Each task processed a set of 100 files with 100MB/file size. The results of these tests are
shown in Fig. 7.

Here we can see a twofold increase in average performance, with a reduction of the overall
task run time from 21 seconds to 11 seconds. But detailed check revealed that a particular
EOS feature this scheme was based on LRU Engine [6] suffers from a small bug: background
staging to the remote SE misses 10% of files, which stay in the buffer. They remain accessible,
but with wrong geographical placement, which slowly eats up all available buffer space. While
the buffering solution looks very promising we can only talk about readiness for production use
when 1) LRU mechanism is fixed and 2) VOMS extensions parsing for double-delegated proxy
certificates is fixed.

4. Summary
We have demonstrated the effectiveness of the proposed data caching and buffering schemes on
the Russian Data Lake Prototype, even though the underlying software requires improvement in
some places. We are working with the developers to fix any existing issues and get the proposed
software setup ready for production.

The prototype integration with workload and data management systems of the SPD
experiment at the NICA collider (Dubna, Russia) is in progress. The full production
demonstration is planned for the SPD experiment in 2022, and later for other experiments
at NICA and LHC.
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Figure 7. Total time of tests with direct write vs buffered write
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